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Abstract 
Background. Characteristics of dynamical systems are often estimated to 
describe physiological processes. For instance, Lyapunov exponents have been 
determined to assess the stability of the cardio-vascular system, respiration, and, 
more recently, human gait and posture. However, the systematic evaluation of 
the accuracy and precision of these estimates is problematic because the proper 
values of the characteristics are typically unknown.  

Methods. We fill this void with a set of standardized time series with well-
defined dynamical characteristics that serve as a benchmark. Estimates ought to 
match these characteristics, at least to good approximation. We outline a 
procedure to employ this generic benchmark test and illustrate its capacity by 
examining methods for estimating the maximum Lyapunov exponent. In 
particular, we discuss algorithms by Wolf and co-workers and by Rosenstein 
and co-workers and evaluate their performances as a function of signal length 
and signal-to-noise ratio.  

Results. In all scenarios, the precision of Rosenstein’s algorithm was found to 
be equal to or greater than Wolf’s algorithm. The latter, however, appeared 
more accurate if reasonably large signal lengths are available and noise levels 
are sufficiently low.  

Conclusions. Due to its modularity, the presented benchmark test can be used 
to evaluate and tune any estimation method to perform optimally for arbitrary 
experimental data. 
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Introduction 
Virtually all physiological systems are dynamical, ranging from single cells to 
tissues, organs, and entire organisms. All these systems change over time, on 
the scale of their lifetime, as in ontogenetic development, but also on much 
shorter time scales, e.g., when maintaining homeostasis or adapting to rapid 
changes in the environment. It is hence not surprising that dynamical systems 
theory has found its way in examining these physiological systems (Dana et al., 
2008; Glass and Mackey, 1988; Kantz et al., 1998; Keener and Sneyd, 2008; 
Murray, 2002). In mathematics and physics, a non-linear dynamical system may 
be described by characteristics such as fractal dimension and entropy, local 
dynamic stability, and the presence of bifurcations. In fact, a number of 
estimation procedures have been developed to quantify such characteristics 
(Sprott, 2003).  

Stability of a dynamical system is commonly addressed by looking at the 
spectrum of Lyapunov exponents, which we will focus on. In particular, the 
maximum Lyapunov exponent can be considered as a measure of stability of a 
dynamical system under study. Notably, assessing this dynamic stability has 
become a prominent approach in human movement research, especially in 
research on human gait and posture (Dingwell et al., 2001; Hurmuzlu and 
Basdogan, 1994). By definition the Lyapunov exponent is – strictly speaking – 
only meaningful when looking at systems with infinite life span, a requirement 
that does not apply to physiological systems. In addition, the deterministic 
structure is always masked by stochastic components because noise is 
unavoidably present. That is, estimating Lyapunov exponents always faces 
challenges due to random fluctuations in the signals, finite signal lengths, and 
not to forget the finite temporal resolution in sampled data. These limitations 
are of course well known and are recurrently discussed; for gait-related issues 
see, e.g., (Bruijn et al., 2012; Bruijn et al., 2009b; Cignetti et al., 2012a, b; 
Gates and Dingwell, 2009). To date, research regarding which method best 
estimates the Lyapunov exponents of gait in particular, and physiological 
signals in general, is still inconclusive. This would require a validation of 
different estimates and, thus, knowledge of the actual Lyapunov exponents for 
the underlying physiological system. This knowledge is typically lacking, which 
complicates validating estimates of Lyapunov exponents. The same 
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complication exists for many other measures characterizing non-linear 
dynamical systems, like the aforementioned fractal dimension, entropy, et 
cetera.  

We advocate the use of simulated time series that provide the ability to 
artificially modify the Lyapunov exponents or any other signal feature of 
interest. Simulated time series with different Lyapunov exponents can serve as 
benchmark for testing different estimation methods. Data are thus based on the 
simulation of dynamical systems, for which the generating differential equations 
are known so that actual values of the measure of interest are semi-analytically 
tractable. Modifying signal features includes altering signal length or adding 
noise, by which the time series obtained may characterize measured signals of 
the physiological system under study. Evidently, simulating data enables us to 
generate many realizations and, as we will show, to define statistics over the 
estimates. 

To mimic the estimation of maximum Lyapunov exponents for human gait and 
postural sway, we employed two seminal dynamical systems: the Rössler 
system and the Lorenz system (Sprott, 2003). We selected these two chaotic 
attractors because the first displays almost periodic behavior ‘comparable’ to 
gait and the second appears very non-periodic, which may be considered 
representative for postural sway. We also included the van der Pol system 
(Nayfeh and Mook, 1979), as an example of a non-chaotic system with 
vanishing maximum Lyapunov exponent. For these three systems, we simulated 
various data sets and estimated the maximum Lyapunov exponent using two 
commonly applied algorithms, that of Wolf and co-workers (Wolf et al., 1985) 
and that of Rosenstein and co-workers (Rosenstein et al., 1993); from here-on 
referred to as the W-algorithm and R-algorithm, respectively. As will be 
detailed below, we systematically varied the parameter settings when simulating 
the data to generate a set of reference values of the Lyapunov exponents. We 
also modified signal length and levels of measurement noise to determine their 
influence on the algorithms’ accuracy and precision.  

Both W- and R-algorithm have been tested before, using the Rössler and the 
Lorenz system (Cignetti et al., 2012a; Rosenstein et al., 1993; Wolf et al., 1985) 
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or other chaotic and non-chaotic systems (Franca and Savi, 2003). We note that 
some of these studies also used additive noise and varied signal lengths, but 
none of these studies modified parameter settings, signal lengths, and noise 
levels in a systematic way, which we believe is a necessary step to link the 
approach to experimental reality. 

To our knowledge this is the first study to test accuracy, precision and quality 
by showing the relative stability between systems of similar type. We provide 
tools for what we believe should be a general best practice when selecting or 
tuning an estimator, be it the W- or R-algorithm, or any other alternative.  

Methods 
Before providing a detailed description of the algorithms and procedures 
employed for this study, the general schematic of our benchmark test will be 
briefly discussed (Figure 2.1). 

One first has to select a dynamical system whose characteristic of interest can 
be determined through a reliable and robust analytical or semi-analytical 
procedure. Since we aim for assessing experimental data, the selected 
dynamical system should to some extent resemble the physiological signals 
under study. As said, we chose for the Rössler and the Lorenz system given 
their aforementioned similarity to human gait and postural sway, respectively, 
and for the van der Pol system to be able to test the potential to distinguish 
between chaotic and non-chaotic systems. Next, given certain parameter 
settings the reference values of the characteristic of interest are determined. As 
said, this step should involve a reliable analytical or semi-analytical procedure 
to obtain a proper reference value. Then, the dynamical system is simulated to 
generate time series for which the characteristic is determined using the 
algorithm being tested. This outcome is then compared with the reference value.  

We linked the dynamical system of choice more closely to empirical reality by 
modifying the corresponding time series in different ways. In a first step, the 
duration of experimental data was reproduced by simulating time series of 
corresponding signal length. Note that simulating such time series in a repeated 
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manner yields arbitrarily large data sets for which we can introduce proper 
statistics for estimating accuracy and precision. In a second step, we applied this  
 

 

Figure 2.1: Schematic flow of a benchmark test for measures from dynamical systems 
theory. 
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assessment to time series that were modified in terms of contaminating random 
fluctuations that were added post-hoc, i.e., after simulating the dynamics. 

The comparison of the algorithm’s estimates with properly defined reference 
values enables us to judge the quality of estimates and thus of the employed 
estimation algorithm. The structural modification in terms of varying signal 
length and measurement noise provides a close link to experimental reality.  

Estimating Lyapunov exponents 
The stability of a dynamical system can be measured in terms of its maximum 
Lyapunov exponent. Positive values imply local instability and are often 
indicative for the presence of deterministic chaos. We incorporated two 
commonly used methods that were introduced, respectively, by Rosenstein and 
co-workers (Rosenstein et al., 1993) and Wolf and co-workers (Wolf et al., 
1985). To be more precise, we employed the respective R-algorithm and W-
algorithm by first embedding the time series in a high-dimensional state space 
using delayed copies of consecutive samples (Takens, 1981). To this end, we 
chose the embedding delay as the first minimum of the average mutual 
information (Fraser and Swinney, 1986), and the embedding dimension through 
global false nearest neighbor analysis (Kennel et al., 1992). Subsequently, the 
two algorithms were applied according to their original protocol that we will 
briefly outline in the following. 

In the R-algorithm a divergence curve is determined that represents the 
temporal change of the average log-distance between two neighboring points on 
the attractor. That is, one computes the Euclidian distance between a data point 
and its nearest neighbor from a different cycle (cycle time was computed as the 
inverse of the mean frequency) in state space; then one determines its change 
over time, and averages this over all possible nearest neighbor pairs of data 
points; the linear slope of the divergence curve finally yields the maximum 
Lyapunov exponent (Rosenstein et al., 1993). We selected the initial part of the 
divergence curves when determining the linear slope, in agreement with 
applications in human gait research (e.g., Bruijn et al., 2009b); we used a 
window width of one cycle.  
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In the W-algorithm one uses the initial data point as reference, searches for a 
nearby point in state space, and computes the distance between the two points in 
state space. Following the evolution of the reference and its nearby point yields 
the temporal change of the distance between the two. After a fixed period (here 
the embedding delay) the nearby point is replaced. The new nearby point must 
not be closer than 1/20 of the signal’s standard deviation to avoid noise-related 
artifacts and not further than 1/10 of the signal’s standard deviation. It also has 
to point in the same direction in state space as the old nearby point, as seen from 
the current reference (at least within 0.3 radians). If multiple points are found in 
this range, the one which points best in the same direction as the old nearby 
point is selected. Whenever points cannot be found, the distance limit is 
increased stepwise to maximally five times the original limit. If necessary, the 
direction limit is repeatedly doubled to maximally π radians. The maximum 
Lyapunov exponent is determined by averaging the rate of exponential 
divergence between the reference and nearby point as the trajectory evolves 
between replacement steps (Wolf et al., 1985).   

Simulated data and reference values 
As mentioned above we implemented the Rössler attractor and the Lorenz 
attractor on account of their similarity to human gait and posture data, and the 
van der Pol oscillator as a periodic non-chaotic system. The systems were 
simulated using MATLAB® (version 2011b, Mathworks Inc. Natwick).  

By varying the corresponding system’s parameters, 13 dynamical systems with 
different Lyapunov exponents were defined (Table 2.1). For each of the 13 
dynamics, a time series was generated using a 4th-order Runge-Kutta integrator 
with adaptive step-size (Dormand and Prince, 1980). The time series of the x -
component were used for further analysis (note that the other components 

should be equally suitable). They were sampled with a time step of 0.1t s∆ =  

for the Rössler and van der Pol systems and 0.01s  for the Lorenz system. The 
initial 1000 samples were discarded to avoid transient confounders. The 
resulting time series contained 5·106 samples each. 
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Table 2.1: Differential equations of the Rössler and Lorenz attractor and van der Pol oscillator, with 
selected parameter settings.  

Rössler attractor Lorenz attractor van der Pol oscillator 
x y z= − −  
y x ay= +  

( )z b z x c= + −  

( )x y xσ= −  

( )y x R z y= − −  

z xy bz= −  

x y=  

( )21y x y xµ= − −  

 a b c  σ R b  µ       

R1 0.15 0.4 10 L1 16 45.92 2 P1 0.1       

R2 0.15 0.2 20 L2 8 45.92 4 P2 1.0       

R3 0.15 0.2 10 L3 16 45.92 4 P3 1.9       

R4 0.15 0.1 10 L4 32 45.92 4   

R5 0.3 0.2 10 L5 16 91.84 4   
 

The differential equations of the simulated dynamical systems are given in 
closed form in Table 2.1. Recall that for physiological systems one typically 
cannot find such closed forms rendering the use of seminal chaotic systems 
essential. Importantly, these closed forms allowed us to compute reference 
values of the maximum Lyapunov exponent semi-analytically (Eckmann and 
Ruelle, 1985).  

Examples of time series of the three dynamical systems including their 
embedding in state space are illustrated in Figure 2.2. 

Data manipulations to simulate measurement constraints 
The effect of recording duration can be imitated by simulating time series of 
different length. For the sake of simplicity, we used the full length time series as 
explained above and selected episodes with seven different lengths varying 
from 1000 to 100,000 samples. In addition, effects of measurement noise were 
simulated by mere post-hoc addition of white Gaussian noise to the time series. 
We used five different signal-to-noise ratios (SNRs), infinity (i.e., no noise), 
105, 104, 103, and 102, all with a signal length of 100,000 samples. 
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Figure 2.2: Time series and reconstructed states of Rössler, Lorenz and van der Pol systems. 
The first 2000 samples of the time series generated for noise-free Rössler, Lorenz and van 
der Pol systems (see R3, L3 and P1 in Table 2.1), showing the original time series (top), and 
their evolution in state space (bottom) using the time delay method; τ is the embedding 
delay. 

Statistics 
For both algorithms we applied the following procedure. We used the time 
series of the 13 systems, to calculate accuracy and precision as a function of 
signal length and SNR. For every signal length or SNR we selected 50 non-
overlapping epochs for each of the 13 systems, added noise if applicable, and 
estimated the Lyapunov exponents, i.e., we determined 50 estimates per system. 

From these 50 estimates 1 2 50, , ,e e e…  we computed the mean µ  and standard 

deviation σ . We also computed the error of the mean relative to the 
corresponding references values r  

Δ r
rµ

µ −
= , 

to quantify the accuracy of the algorithm in question. The standard deviation 
was divided by the corresponding reference value, i.e. 

Δ
rσ
σ

= , 
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which served as a measure of the algorithm’s precision. Both measures were 
again averaged over the five different Rössler systems, over the five Lorenz 
systems, and over the three different van der Pol systems. For the van der Pol 
systems the reference value in the denominator was replaced by the signal’s 
mean frequency to avoid a division by zero. 

To assess the quality of the relative values of the estimators, i.e., the potential of 
the estimators to estimate whether a system has a higher or lower maximum 
Lyapunov exponent compared to other systems, the Pearson correlation between 
the mean estimates µ  and the reference values r  was determined for the 

Rössler system and the Lorenz system separately.  

Results 
Signal length. Figure 2.3 (left panels) illustrates the effect of signal length on 
the accuracy of the estimates in noise-free data. For the Rössler system both 
algorithms showed relative errors between 8% and 16% for all signal lengths, 
with that of the R-algorithm increasing between 1,000 and 5,000 samples. In 
case of the Lorenz system, the W-algorithm yielded relative errors over 30% for 
brief epochs of 1,000 samples, which decreased with increasing epoch length 
and saturated at 6% for epochs of 20,000 samples and more. The R-algorithm 
displayed similar errors for brief epochs but, by contrast, these did not decrease 
for longer epochs. For the van der Pol oscillator the R-algorithm was by far 
more accurate with relative errors below 0.1% against relative errors above 
100% for the W-algorithm. We note that a more detailed inspection of the 
structural deviation per system revealed that both the R-algorithm and the W-
algorithm underestimated the Lyapunov exponents of the Rössler system and 
overestimated those of the Lorenz system. Both algorithms provided mean 
estimates of the Lyapunov exponent that were strongly correlated to the 
reference values for all epoch sizes, with all Pearson correlation coefficients 
above 0.96 for the Rössler system and 0.86 for the Lorenz system, except for 
the W-algorithm in the case of the Lorenz system and signal length of 1,000 
samples (r = 0.68). The relative standard deviation over the 50 non-overlapping 
epochs indicated that estimates for brief epochs were generally less precise with 
the W-algorithm than with the R-algorithm (Figure 2.3, right panels). With 
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increasing epoch length, precision increased for both algorithms, with the W-
algorithm matching the R-algorithms precision for 5,000 samples and more for 
the Lorenz system. For the Rössler system and the van der Pol oscillator the R-
algorithm always provided higher precision than the W-algorithm.  

 

Figure 2.3: Accuracy and precision of Lyapunov exponent estimates dependent on signal 
length.  

Accuracy is shown as error of the mean (left) and precision as standard 
deviation (right). These values are averaged over five noise-free Rössler (top), 
five noise free Lorenz (middle), and three van de Pol systems (bottom), 
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calculated with the W-algorithm and R-algorithm. Error bars indicate standard 
deviations over the five (top and middle) or three (bottom) dynamical systems. 

Signal-to-noise-ratio. For the Rössler system the W-algorithm displayed little 
effect on accuracy when SNR is 10,000 or higher, but for lower SNR the 
accuracy of estimating the maximum Lyapunov exponent clearly decreased, 
whereas the accuracy of the R-algorithm appeared more independent of SNR. 
For the Lorenz system the situation was similar, apart from very accurate 
estimations of the W-algorithm for the SNR of 100,000 compared to both the 
noise-free systems and the SNR of 10,000. For the non-chaotic van der Pol 
system the presence of noise, rather than the level of noise, decreased the 
accuracy of the R-algorithm, while contrastingly the accuracy of the W-
algorithm increased when adding noise up to a SNR of 1,000. Adding stronger 
noise did decrease the accuracy for the W-algorithm (Figure 2.4, left panels). 
All Pearson correlation coefficients between numerical estimates and semi-
analytical reference values exceeded 0.91. Precision of the W-algorithm was 
independent of the SNR for the Rössler system but increased with increasing 
SNR otherwise, although the precision saturated for SNR above 1,000 for 
Lorenz system. The R-algorithm’s precision showed no consistent dependence 
on SNR, except for the van der Pol system being dependent on noise presence 
rather than noise level (Figure 2.4, right panels). Accuracy is shown as error of 
the mean (left) and precision as standard deviation (right). These values are 
averaged over five Rössler (top), five Lorenz (middle), and three van de Pol 
systems (bottom), using a signal length of 100,000, calculated with the W-
algorithm and R-algorithm. Error bars indicate standard deviations over the five 
(top and middle) or three (bottom) dynamical systems. 

Discussion 
We presented a benchmark test to evaluate arbitrary methods for estimating 
dynamical systems’ characteristics of physiological time series. We illustrated 
the test by estimating maximum Lyapunov exponents by different means that 
are prominent in the study of stability-related features of, e.g., human gait and 
postural sway. We defined benchmark values for two chaotic attractors using a 
semi-analytical approach. The two attractors were chosen to mimic more 
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conventional features of human gait and postural sway, which we highlighted 
here. A non-chaotic oscillator was chosen to investigate the potential of 
methods to distinguish between chaotic and non-chaotic dynamical systems. We 
tested two commonly used estimation methods, the algorithm introduced by 
Rosenstein and co-workers (Rosenstein et al., 1993) and that of Wolf and co-
workers (Wolf et al., 1985), and evaluated their accuracy and precision relative 
to our benchmarks. We modified the data by altering signal length and adding 
measurement noise showing limitations and prospects of the evaluated 
estimation methods.  

 

Figure 2.4: Accuracy and precision of Lyapunov exponent estimates dependent on signal-to-
noise ratio.  
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Considering ‘ideal’ circumstances, the noise-free data of maximal length 
suggested that the W-algorithm is the more accurate algorithm for the chaotic 
attractors, whereas the R-algorithm is the more accurate for the non-chaotic van 
der Pol oscillator. Both algorithms showed a decline in accuracy and precision 
with decreasing signal length, with the exception of the R-algorithm’s accuracy 
in general and the W-algorithm’s accuracy for the van der Pol Oscillator, which 
remained largely unaffected by a change in signal length (Figure 2.3). 
Evidently, signal length has an important effect on the methods’ accuracy and 
precision. The effect of the SNR was rather diverse in the sense that larger SNR 
did not consequently improve accuracy and precision. Increasing the SNR in 
some cases even decreased accuracy and precision.  

Taken together, the W-algorithm showed more accuracy in the case of the 
chaotic attractors. This was contrary to expectations because the R-algorithm 
averages over as many neighboring trajectories as there are samples, thus 
averaging over more neighbors than the W-algorithm, which follows the whole 
trajectory just once (Rosenstein et al., 1993). The lower accuracy for the R-
algorithm might be due to the choice of the fit-window to start at the beginning 
of the divergence curve, which does not necessarily correspond with the linear 
part of the divergence curve as meant in Rosenstein’s method (Rosenstein et al., 
1993). Optimizing the selection of the linear part of the curve might overcome 
this drawback, which, of course, can again be tested with our benchmark 
approach. For the non-chaotic van der Pol oscillator, the R-algorithm appears 
more accurate than the W-algorithm. This can be considered an advantage of 
the R-algorithm for determining whether a system is a chaotic attractor or not. 

Pearson correlation coefficients were fairly high for both algorithms. We note 
that looking at the correlation is in fact complementary to the error estimates 
and the standard deviations, because they provide information about the 
correctness of relative agreement, which might be sufficient to distinguish 
between more and less stable systems.  

Investigating the effects of signal length and signal-to-noise ratio nicely 
illustrates the benefits of the outlined benchmark test. It can support the choice 
of the ‘optimal’ estimation method for measures of non-linear dynamics, where 
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conventional approaches for defining accuracy and precision, i.e., confidence 
intervals and error bars, are not available. Moreover, it can help tuning 
parameter setting in current algorithms in accordance with the data at hand. For 
all our test data not only the generating equations of motion and, by this, the 
reference values are known, but also the noise levels. This is typically not the 
case for experimental data, where at best instrument noise levels can be 
estimated, whereas amplitudes of noise from other sources may remain 
unknown. These other sources will typically include dynamical or 
multiplicative noise, providing a stochastic system that can in fact be simulated 
by the software used for this study. Inclusion of such stochastic components 
would bring the simulated data closer to experimental reality; however, no 
reference Lyapunov exponent can be determined for stochastic systems, making 
them less suitable for the type of benchmark described here. With its modular 
structure, our benchmark test can be readily modified to cope with other 
measures and algorithms than the ones used here. Supplementing other 
dynamical systems will help addressing an even broader spectrum of 
physiological data.  
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